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3HAYUTEIBHBIN Tporpecc B 00pabOTKE €CTECTBEHHOTO SI3bIKa, TCHEPAIlMH KOJa U
pPEIICHUHN JIPYTUX CIIOKHBIX HMHTEIUIEKTYaTbHBIX 3amad. OJHAKO WX IIHPOKOE
MPAKTUYECKOE MPUMEHEHUE OTPaHUYCHO CYIIECTBEHHBIMH BBIYUCIUTEIHLHBIMU
pecypcaMu, HEOOXOIMMBIMU JJii WX OOyYeHHMs] W OKCIuTyaTtanud. Mojend,
HACUUTHIBAIONME COTHH MWUIMAPAOB TapaMeTpoB, Takue Kak DeepSeek-R1
(671 mapn mapametpoB) win Llama 4 Maverick (400 miupa mapameTpoB, TpeOyrOT
KJIACTEPOB  BBICOKONIPOU3BOAMUTENBHBIX Tpaduueckux mpoueccopoB (GPU) w
3HAUUTEIBHBIX YHEPreTHUECKUX 3aTpar. B naHHOM KOHTekcTe, kBaHTOBaHue LLM
BBICTYNA€T KaK KJIOYEBas TEXHOJIOTHSI, IMO3BOJSIONIAs COKpPaTUTh TpeOOBaHUS K
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o0beMy TMaMSITH W BBIYACIUTEIHHBIM MOIIHOCTSM, MHUHUMUBHPYS TPU ITOM
Jerpajgalnio kayecTra Mojenu [1].

IIpo6sieMa BBIYUCIUTEIBLHBIX pecypcoB U namMsaTu B LLM

1. Macmiraé npodJieMbl

CoBpemennbie LLM  onepupyioT COTHAIMH MWJUIMAPAOB  IMapaMETPOB,
TPaJAUIIMOHHO MPECTaBIsIEMbIX 32-OUTHBIMU YKCIIaMU ¢ TTaBatonieit 3amstoii (FP32).
Hanpumep, ans momenu ¢ 671 mupa mapaMeTpoB TOJIBKO ISl XPAHEHHS] BECOB
Tpebyetcst okono 2.68 Th auckoBoro mpocTpaHcTBa. Jlake mpu MCHOJIB30BAHUU
dbopmara monoBuHHONW TOouyHOCTH FP16 (16 Out Ha mapamerp) maum BF16, o6bem
3aHUMAEeMOM MaMsITH OCTAETCS 3HAYUTEIbHBIM, UTO 3aTPYAHSIET Pa3BePThIBAHUE TAKUX
Mozelied Ha OOJBIIMHCTBE IOJIb30BATEIbCKUX YCTPOMCTB M OrPAHUYMBAET MX
MPUMEHEHUE B KOMMEPUYECKHX CIEHApUSIX C KECTKUMHU OIOKETHBIMU paMKaMH.
[ToMmuMO BecOB, CyIIECTBEHHBIH 00bEM MaMsATH BO BpeMs MH(EpEeHCca 3aHUMAET Tak
Ha3biBaeMblid KV-Ka111, XpaHsamil IpoMeKyTOYHbIE COCTOSIHUA BHUMaHHUs (attention)
JUIsi 00pabOTaHHBIX TOKEHOB, YTO OCOOCHHO KPUTHUYHO JJIA MojeNied ¢ OOoJIbIIUM
OKHOM KOHTEKCTA.

2. OrpaHuveHusi TPaAMUMOHHBIX  METOAOB  C/KATHHA  JIAHHBIX
CraHapTHbIe aJITOPUTMBI CKaTUSl UHPOpMAIIMK OOIIeTro Ha3HauYeHus, Takue kak ZIP
(mns  apxuBammu gaHHbX) wm  JPEG  (mns  u3oOpakeHuil), OKa3bIBaIOTCA
Mano3PGeKTUBHBIMU WM HEMTPUMEHUMBIMU J1J1s1 KoMripeccuu LLM no psay npuduH:

a) UYyBCTBHUTEJIBHOCTH K H3MEHEHHAM NMapaMeTpoB: B oTinuue oT nukcesei
M300paKEHHUs] WJIM CUMBOJIOB TEKCTa, [J€ JIOKaJbHbIE IOTEPHU MOIYT OBITh
HeCyIIeCTBeHHBI, mapameTpbl LLM 001a7a10T C10KHOM CEMaHTUUECKON HAarpy3Kou 1
B3anMo3aBUCUMOCTSIMU. Hebombline n3MeHeH s B 3HAUEHHUIX BECOB MOTYT IIPUBECTH
K 3HAYUTEJbHBIM UCKAXXEHUSIM B MTOBEICHUU MOJICIIH.

b) TpedoBanusi k ckopocTu Koctyna: Beca LLM no/mKkHBI OBITh TOCTYITHBI IS
BBITIOJIHEHUSI MATPUYHBIX OTepanuil (KIIOYEBbIX I TPAHC(HOPMEPHBIX apXUTEKTYD)
C MUHMMAJIBbHOW 3a7ep>KKOU BO BpeMsi HH(pepeHca. MeTonbl cxaTusi, TpeOyroime
MOCJIEIOBATEILHOM IEKOMIIPECCUU BCETO 0JI0Ka TaHHBIX, 3716Ch HEIPUMEHHUMBI.

c) HeaokaabHoe BiusiHue omm6ok: B LLM omnmOKu, BpI3BaHHBIC HETOUHOU
JIEKOMITPECCUEH WM TPEICTABIICHUEM JIa)Ke HEOOJBIIION TPYIIIbI TapaMeTPOB, MOTYT
KAaCKaJIHO paclpoCTPaHsAThCS MO CETH, MPUBOJS K CYIIECTBEHHOW Jerpajalnuu
WUTOTOBOTO pe3yJbTaTa.

CnenoBarenbHO, kKBaHTOBaHME LLM — 3TO HE OpPOCTO CKAaTUE IAHHBIX, a
cienuduyeckas Il HEUPOHHBIX CETeM TEXHUKa aJanTalud TpeACcTaBICHUS
MapaMeTpoB C Yy4Ye€TOM OCOOCHHOCTeM WX pachpeiesieHuil W BIMSHUA Ha
BBIYMCIIUTENbHBIE TPOLIECCHI, HAlEJIeHHas Ha COXpaHeHHe (YHKIHOHATBHOCTU
MOJENH.

IBoJgonuda MeToa0B KBantoBanusa LLLM

1. Pannme moaxoawi: IlocrrpennpoBouHoe kBaHToBaHue (PTQ)
[lepBbie MeTOnbI KBaHTOBaHHs, MpuMeHsiemMble K LLM, ObuiM mpeumMyIecTBEHHO
noctrpeHrpoBouHbiMU  (Post-Training Quantization, PTQ) u ocHOBbIBaIHCh Ha
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npeoOpa3oBaHUM  TIPEABApUTENbHO OOydeHHbIX BecoB u3  FP32/FP16 B
1EJI0YUCIIeHHbIE (DOPMAThl C HU3KOM OUTHOCTBIO.

a) Jluneitnasn (a¢dunHasn) xkBanTu3amms: [IpecoOpa3oBaHue BecoB W B
KBaHTOBaHHBIC 3HaUeHMs ( o dopmyne w = S * q + Z, rne S — macmrad (scale), Z —
Touka Hyas (zero-point). KamuOpoBouHBIE Ha0Op JaHHBIX MCIOIB3YETCS IS
onpeeeHs] ONTUMANIBHBIX S U Z.

b) CumMMerpuyHasi KBaHTH3aUMs: YTPOIICHHBIN BapuaHT, rae Z=0, 4To
MOXET YCKOPUTh BBIYUCIICHUS, HO MEHEE TOYHO MPEACTABISAECT aCUMMETPUUYHBIC
pacnpeneneHus BECOB. DTHU MOAXObI IO3BOJISLIA COKPATUTh pa3Mep MOJENH B 2-4 pa3a
(manpumep, npu nepexone ¢ FP16 na INT8) m yCKOpuTh BBIYMCIEHHS, HO 4acTO
COTIPOBOXAAMUCh 3aMETHOW TOTEpeil KadecTBa, OCOOCHHO TMpPHU arpecCUBHOM
KBAaHTOBAHUU (Hampumep, 10 4 OUT U HUKe) 0€3 JOMOJHUTEIIbHBIX IBPUCTHUK.

2. CoBpeMeHHbIe IPOABUHYTBIE MeTOABI PTQ.

st mpeononenust orpannyeHuit panHux PTQ-metonoB Obumn pa3paboTaHbI
0oJiee CII0XKHbIE TEXHUKHU:

a) Metoapl, YUYHMTHIBAOLIHE pacnpenesienune U 3HAYMMOCTh
BeCOB/aKTHBAIIMIi:

o GPTQ (Generalized Post-Training Quantization: IlocnoiiHoe
KBAaHTOBaHUE BECOB C MCIIOJIb30BAaHWEM HH(POPMALUU U3 MPUOIMKEHHOTO recchaHa
JUI MUHAMH3AIAN OITHOKY KBAaHTOBAHMSA [2].

o  AWAQ (Activation-aware Weight Quantization) : Onpenenser BaKHOCTb
BECOB Ha OCHOBE BEJIMYMHBI COOTBETCTBYIOIIMX MM AaKTUBAllUM, KBAHTYsS MEHEE
3HaYMMBbIE Beca 00Jiee arpecCUBHO.

o SPQR (Sparse-Quantized Representation): HWaentudunupyer wu
COXpaHsieT 3HaueHUs-BbIOpOCHI (outliers) B 0oJjiee BBICOKOM pa3pelieHUH, B TO BpEeMsI
KaK OCTaJbHbIE Beca KBAaHTYIOTCs Oosiee rpy0o.

b) BaouHoe (rpynmosoe) KBaHTOBaHHMe: MaTpHIIbI BECOB Pa3leiIiOTCI Ha
HeOoubiue OJ0KU (Hampumep, pazmepoM 64 uinu 128 371eMEHTOB), U IJIsT KaXI0TO
0JI0Ka BBIYUCIISIIOTCS CBOU TMapamMeTpbl KBaHTOBaHUS (S 1 Z). DTO MO3BOJISET JTyUIlle
aJanTUPOBAThCS K JIOKAJbHBIM WM3MEHEHMSIM B paclpeneneHun BecoB. [Ipumepom
dopmara, wucnonp3ytomiero 3tor noaxona, seiusercs NF4  (NormalFloat4),
npenactaBieHHbIN B QLORA.

c) Cwmemannass Tounoctb (Mixed Precision): lcnonap3oBanne pa3immyHbIX
OUTHOCTEH /JIs pa3HBIX CJIOEB WJIM JIa’Ke TUIIOB TEH30POB BHYTpU Mojieau. Hampumep,
B ¢opmarax llama.cpp (takux kak Q3 K M) TeHn3opsl attention.wv moryr
ucrnonb3oBaTh kBaHTOBaHMe Q4 K, a ocramphpie — Q3 K, ana Gamanca mexnay
pa3MepoM U KayeCTBOM.

d) DxcrpemanbHoe kBaHTOBaHHe (1-3 OuTa):

o  Meromsl, MO3BOJISIIOIIME UCIIOIL30BaTh 1-2 OuTa Ha mapameTp (Hampumep,
1Q2 XS, IQ1_S B llama.cpp, unu BitNet b1.58, koropsrit mpemnaraer 1.58-0uTHbie
BEca U CIEIUAIM3UPOBAHHYIO apXUTEKTYpPY) [3].

o QUIP# : Ucnionb3yeT HENMMHEWHOE KBAaHTOBAHUE U JJalITUBHBIC MPOEKIINH
TUTSL TOCTYDKEHUSI TIOUTH OE3MOTEPHHOTO CXKATHUS 10 2-3 OUT Ha mapameTp, HO MOXKET
TpeOoBaTh cieluPpUUecKoi anmapaTHONH NOAAEPKKU A1 3G (HEeKTUBHOTO HH(pEpeHca.
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e) KsanroBanme KV-k3ma: I[lomMumMo BecoB, aKTUBHO HCCICIYETCS
kBaHToBaHue KV-kamia (Hanmpumep, 10 INTS8) 17151 cHUXKEHHS TUKOBOTO TTOTPEOICHUS
naMsaTd BO BpeMsl TE€Hepaluu JUIMHHBIX MOCJIEI0BATEIBLHOCTEH, YTO OCOOEHHO
aKTyaJbHO ISl MOJIeJIEH C OOIBIIIMM KOHTEKCTHBIM OKHOM.

3. KBanToBanue ¢ noooyuennem: Quantization-Aware Training (QAT).

QAT mpexacraBiasier coOOM MOAXOA, MPU KOTOPOM TIPOIECC KBAHTOBAHUSA
UMUTHUPYETCS HETIOCPEACTBEHHO BO BpeMs 00yUYEHUs WU T000YUESHUS] MOJIEIH.

a) IIpunHoun padorsi: Ha mpsmoM mpoxonme ceTd Beca W/WIM aKTHBAIUU
KBaHTYIOTCS, @ HA OOpAaTHOM MPOXOJ€ IPaJHEHThl MPOMYCKAIOTCS YEPE3 OIEpaInio
KBaHTOBaHUsA (Y4acTo ¢ ucrosibzoBanueM Straight-Through Estimator, STE), mo3Bossist
MOJEJIN aJalTUPOBATHCS K AUCKPETU3NPOBAHHBIM 3HaUeHUAM (PucyHok 1).

Becar KsamToBaEENe Beca
(FF) KeamToBaTEdE _ (INT)
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Pucynox 1. [Ipunnun paboThl KBAHTOBAHUS C JOOOYyUYCHHUEM

b)  IIpemmymecrBa: QAT 0O0BIYHO NPHUBOAUT K 3HAYUTEIHHO MEHBIIUM
MOTEPSIM TOYHOCTH MO cpaBHEHHIO ¢ PTQ, 0COOEHHO MpHU arpecCUBHBIX YPOBHSX
KBaHTOBaHUs (Hanpumep, 4 6uta u Hke). [Torepu Moryt ObITh Ha 50-70% MeHbLIE.

C)  Henmocrarku: CyIIECTBEHHO YBEIUYMBAET BPEMS U BBIYHCIUTCIBHBIC
3arpathl Ha 00yuyeHue (Ha 30-50% u Oosnee), Tak KaK TpeOyeT SMYJISIIIUU KBAHTOBAHMS
Ha KaKIO0W UTEPALIUU.

d)  IIpumenenme: OcodeHHO 3PPEKTUBHO IS MOCIIEH, MpeHa3HAYCHHBIX
IUTS pa3BepTHIBAaHUS HA YCTPOMCTBAX C KECTKMMH OTPaHUYCHHSIMH TI0 pecypcam, T7ie
HEO0OXO0MMO JJOCTUYb MAKCUMAJIBHOTO C)KAaTUSl IPU MUHUMAJBHBIX MTOTEPSX.

BoruucianreabHbIe 3aTpaThbl H BJAUAHUC HA IIPOU3BOAUTECIBbHOCTD

1. 3aTpaTsl Ha npoecc KBAHTOBAHMUS.
[Ipouecc kBaHTOBaHUS caM MO cebe TpeOyeT BBIYMCIUTEIBHBIX PECYPCOB,
KOTOpbIE BAPbUPYIOTCS B 3aBUCUMOCTH OT METOJIA:
a) IMocrTpenupoBouynoe kBantoBanue (PTQ):
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o OObr9yHO TpeOyeT OJHOKPATHOTO MPOXOAA MO MOJETH (WU €€ YacTH) C
UCIIOJIb30BAaHUEM HEOOJIBIIIOTO KadMOpOBOYHOrO Habopa MJaHHBIX I cOopa
CTaTUCTUKHU U MTpeoOpa30BaHUs BECOB.

o Jlns monenu kinacca Llama-3-8B, npocteie PTQ MeToabI MOTYT 3aHUMATH
OT HECKOJIbKMX MUHYT 10 HECKOIbKHNX YyacoB Ha coBpemeHHOM CPU wim GPU. boiee
cinoxubie PTQ (GPTQ, AWQ) Tpedytot 60sbIiie BpeMeHu (Heckoibko yacoB Ha GPU).

o  Ilorpebnenue nmamsitu Bo BpeMss PTQ oOGbpI4HO comocTaBUMO € pa3MepoM
HCXOJHOW MOJIENHU TUTIOC MaMSITh Ji1 KaTMOPOBOYHBIX JAHHBIX U MPOMEKYTOUHBIX
BBIUHCIICHUU.

b)  Quantization-Aware Training (QAT):

o Kaxk ynmomunanocs, yBennuupaet Bpems o0yuenus Ha 30-50% u 6onee.

o Tpebyer XpaHeHUsI JIOMOJHUTEIBHBIX COCTOSIHUM JJIA  JMYJISIUU
KBAHTOBAHUS U pacyeTa I'paJIueHTOB.

o Jua xpymnueix wmogneneit (manpumep, 70B mapamerpoB) QAT wmoxer
MOTpeOOBaTh 3HAYUTENBHBIX KJIACTEPHBIX PECYPCOB U JHEH JOMOJHUTEIHHOTO
o0yueHus.

C) MeToabl, coYeTawinye KBAHTOBaHHME ¢ aJanTtaunueil (Hampumep,
QLoRA):

o  QLORA coueraer 4-OutHoe KBaHTOBaHWe OazoBoi Moaenun (NF4) ¢
1000yueHreM HeOOJIbIIOTO KOJIMYeCcTBa alanTUBHBIX apameTpoB (LoRA).

o  OTO TMO3BOJSET 3HAYUTEIBHO CHHU3UTh TpPEOOBaHUS K MaMsATH s
nooOydeHus (Hanpumep, Mojienb 65B MoxkeT ObITh fooOyueHa Ha oqHoM GPU ¢ 48 I'b
VRAM) no cpaBHeHuto ¢ nojiHbIM noo0ydyenuem aaxe B FP16. 3aTparsl Ha camo
KBaHTOBaHUE 371eCh — 3TO 3aTpaThl PTQ s 6a30BoOM MOieN.

2. Bausiaue ¢popmara KBAaHTOBAaHUA Ha uH(epenc
BriOop meTona u ¢opmaTta KBaHTOBAaHUS OKa3bIBAET MPSMOE BIUSHHE HA CKOPOCTh
nH(pepeHca, KaueCcTBO TeHepalluy U anmnapaTrHbie TPeOOBaHUS:

a)  Ckopoctb nH(pepeHca:

o  Ilepexon ¢ FP16 na INT8 mMoxeT yCKOPUTh MaTpUUHbIE YMHOXEHUS B 2-3
paza Ha ammapatHoM oOecrniedeHun ¢ mnojaepxkkoi INTS8-oneparuii (Hampumep,
ten3opubie sapa NVIDIA GPU).

o  Hcnonw3oBanue 4-OutHoro kBantoBanus (Hanpumep, Q4 0, NF4) moxer
JaTh JOTOJHUTEIBHOE YCKOPEHUE, 0OCOOECHHO eciid OHO 3 (HEKTUBHO pPeai30BaHO HA
1IeJIEBOM apXUTEKType (HarpuMep, 3a CUET 3arpy3Ku OOJIBIIIEr0 YUCIa BECOB B KAIIT UJTH
WCIIOJIb30BaHUS CTICIIUATU3UPOBAHHBIX sJIEP ).

o  OpnHako, sKcTpeMalibHOE KBaHTOBaHME (1-2 OuTa) HEe Bcerjga MpPUBOJUT K
MIPOTIOPIIMOHAIBHOMY YCKOPEHHIO, TaK KaK MOXET TPeOOBaTh CIOKHBIX OIEpaIiuii
JNEKBAHTOBAaHWSI "Ha JIETy' WIM HE UMETh ONTUMH3MPOBAHHOW anmnapaTHOM

MO IJICPKKH.
b)  KavecTBo reHepamuu:
o [Tepexon ¢ FP16 na Q5 0 (5-OuTHOE KBaHTOBAHUE) MOXET YBEIUYHTH

MEPIUICKCHIO0 Ha BAIMIAITMOHHOM HabOpe He3HAUMTENBHO (Yalle BCEro MPUMEPHO, HE
OoJee 4eM Ha 2 TIYHKTA).
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o Bbonee arpeccuBHoe kBaHTOBaHuE (Hampumep, Q2 K, ~2.5 dura) moxer
NPUBECTH K 3aMETHOMY pOCTY TMEPIUVIEKCUH, YTO MOKET OBbITh KPUTHYHO MJis
HEKOTOPBIX 3a/ay.

o Meronst Bpoae QUIP# wmm mnpomsunyteie PTQ (AWQ, SpQR)
CTPEMSITCS MUHUMHU3UPOBATH ATy JIETPAJIAllUIO 1aXKe TPU HU3KUX OUTpenTax.

C) AnmapaTHble TPeOGOBAHUSI:

o Mogens Llama 70B B FP16 Tpebyer okono 140 I'b VRAM. Ilpu
kBaHTOBaHUU B Q4 0 (4-Outa) ee pazmep yMeHblaercsa npumepHo 10 35-40 I'b, uro
JIeNaeT BO3MOJKHBIM 3aIlyCK HAa OJHOM WM JBYX BBICOKOIIPOU3BOJMTEIBHBIX
notpedutensckux GPU.

o Texnonorun Bpome QUIP# mmm HIGGS (Ilpeacrasmstontue coOoit
COYETaHUE arpeCCUBHOTO KBAHTOBAHUS, BILUIOTh, 10 1-2 OUT, U ONTUMU3UPOBAHHOMN
apXUTEKTYpHI), HaLeseHbl Ha 3anmyck LLM naxe Ha MOOMJIBHBIX YCTPOUCTBAX.

MeToabl OLIEHKH CHHKEHHMSI KA4eCTBA MO/IEJIH.

Or1ieHKa BIMSHUS KBAHTOBAHMS Ha "MHTEIUICKTyalIbHBIE" CTIOCOOHOCTH MOJIENIN
SIBJISIETCSI HETPUBUAIBHOM 3afadeii. Icmonb3yroTes Clieayonye moaX0/ bl

a)  Iepmuekcus (Perplexity, PPL):

o OcHOBHasT  MeTpUKa JJI1  SI3BIKOBBIX  MOJIENICd,  HU3Mepstomias
HEOIPEICICHHOCTh MOJEIN TMpHU TpeJCKa3aHWMU Cleayrollero TokeHa. PPL =
exp(cpeaHss oTpulaTeNIbHas JorapudMudeckas BEposITHOCTb Ha TECTOBOM Habope)

t
1
PPL(X) = exp —?Z logpe (xi|x<;)
i

o Hwxe PPL — nmyume. Hanpumep, aiis Llama 70B pazauia B PPL mexay
FP16 u Q5 K M moxert coctaBiath meHee 0.5%.

o BaxkHO OTMETUTH, YTO MEPIUIEKCUS YYBCTBUTEJIbHA K TOKEHHU3AIUU U
Ha0Opy JaHHBIX IJI OIEHKH, MO3TOMY €€ CJIEAYET UCMOJIb30BaTh C OCTOPOKHOCTHIO
NP CPABHEHUH MPUHIUMIIHAIBHO Pa3HbIX Mojesiel. OTHAKO OHA OCTAETCs MOJIE3HBIM
WHJIUKATOPOM HW3MEHEHHH BHYTPH OJHOM MOJEIHU TPU PA3IUYHBIX YPOBHSIX
KBaHTOBaHUS [4].

b)  3amava-cmemmpuunnie merpuku (Task-specific benchmarks):

o Habopsl nanHbIX 17151 onieHKH o61iero sizpikoBoro nonumanus: GLUE,
SuperGLUE, MMLU (Massive Multitask Language Understanding).

o Metpuku gns 3agaud redepanuu: BLEU, ROUGE ans mammHHOTO
MepeBoJia U CyMMapH3aLHH.

o Mertpuku juist reneparuu koaa: Pass@k (manpumep, Ha HumanEval).

o Omenka Ha 3amayax 3JpaBOro cMeicia (COmMmonsense reasoning):
HellaSwag, WinoGrande.

C) KavecTBeHHBIH aHAJIN3 U YeJI0BEYECKAsl OLlEHKA:

o OKcnepTHasi OLEHKAa CBS3HOCTH, PEJIEBAHTHOCTH U  (PaKTUUECKOU
KOPPEKTHOCTHA T'€HEPUPYEMOTO TEKCTA.

o TecTupoBaHHE HA CIIOKHBIX, PEAKUX WIIN MPOBOKALIMOHHBIX 3aIPOCAX.
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o AHanmu3 CKJIOHHOCTM K 'raumonuHanusaM" (reHepaluud HEBEpPHOU
uH(OpMaIM) U IPOTUBOPEUHSIM.
o Cnenble TeCcThl C NPUBICYEHHEM JIIOJAEH JUIsI CPABHEHHUS OTBETOB

KBAaHTOBAHHOW M HEKBAHTOBAaHHOW MoZeNeil. B COBpEMEHHBIX HCCIEIOBAHMIX
OPUHATO MCMOJIB30BaTh KOMOHMHAIIMIO aBTOMATUYECKHMX METPUK U Kaue€CTBEHHOIO
aHaJu3a 1Ji1 BCECTOPOHHEN OLIEHKH MOCIEACTBUI KBAHTOBAHUS.

Hcnonb3oBaHne HECKOIBKUX BUAOB TECTOB IA€T O0Jiee peaJbHyI0 OLIEHKY TOTO,
HACKOJIbKO KBAaHTOBAaHUE yXYIIIAaeT MOjeNb. B KadecTBe JOCTAaTOYHO HArJISIIHOTO
MpuMepa CHWKEHUS KayecTBa MOJEIM C Y4€TOM KBAHTOBAHUS MOKHO IPUBECTH
cnenyronue 6eHumapku (Pucynok 2):
3-GETHOE KBAETOBAEHE

2-GETHOE EEAETOBAHHE 4-GETHO® KEAHTOBAHEE

70 - 70 - 70 .
°> : 65 ! o
60 - 60 1 > & @ RTN
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2 a] 55 s 4 ® AWQ
® 50- ¥ OmniQ
«f >
= « 50 |-~ 55 - : < LLM-QAT
2 45 - a » SpinQuan
X 40° 50 - ParetoQ
s ¥ |t
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Pucynok 2. benumapku kauecTBa Mojenen

Bb130BBI M MNEPCIICKTHBHLIC HAIIPABJICHUA Pa3BUTHUA

HecMoTpst Ha mocTUTHYTHIE yeniexu, 00aacTh kBaHToBaHus LLM crankuBaeTtcs
Cc psaoM BbI3oBOB. K mpumepy, motepsM Mpu KBAaHTOBAHWM HEOOJIBIIME MOCIU
MO/IBEP>KEHBI TOpa3o OObIlle YeM KpyIHBbIC, U3-3a IJIOTHOCTU 3HAHHM, TaKke Ha
TOOBIX MOJEIISIX 3aMETHA TOTEPS] MHOTOSI3BIYHS TIPU arpecCUBHOM KBaHTOBaHMH. Bcee
ATO OTKPBIBAET HOBBIC HAINIPABJICHUS AJI UCCIEAOBAHUIA:

a) AJaNITHBHOE U HEJINHEeHHOE KBAHTOBAaHHE:

o Pa3paboTka MeTONOB, AMHAMUYECKHM H3MEHSIONIMX OWTHOCTh WM
napameTpbl KBAaHTOBAHUS JJIsi Pa3HbIX CIOEB, OJJOKOB WM JIaXe OTJEIbHBIX BECOB B
3aBUCUMOCTH OT UX YYBCTBUTEJIBHOCTH WJIM CTATUCTUYECKUX CBOMCTB.

o HccnegoBanue 0ojee CIOXKHBIX, HEIMHEHHBIX (DYHKIMI KBAaHTOBAaHWUS,
BBIXOJIAIIUX 32 PaMKU MPOCTON aPUHHOM MOJETH, NS JYYIIETO MPEICTaBICHUS
CJIOKHBIX pacnpenaenenuil Beco (kak B QUIP#H).

b) TI'uOpuaHbIe METOABI ONTHMH3ALMM:

o NHuTterpanusi KBAaHTOBaHUA C IPYTUMH TEXHUKAMH KOMITPECCUU MOJIENEH,
TaKUMHU Kak MpopexuBaHue (pruning), nuctwuisinus 3Hanuit (knowledge distillation)
u Hu3KopanroBas (paxropuzarus (low-rank factorization, LoRA). QLoRA sBnsercs
SAPKUM MPUMEPOM TaKOTO CUHEPTeTUYECKOIo MOAXO0a.
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C) AnnapaTtHo-opMeHTHPpOBaHHOe KBaHTOBaHMe (Hardware-aware
Quantization):

o Pa3pabotka cxem u (opMaTOB KBAHTOBAHMS, ONTUMHU3HPOBAHHBIX O]
KOHKpeTHble amnmapaTtHeie apxutektypsl (CPU, GPU, NPU, TPU), skitouas
crenuaIn3upoBaHHble yckopuTenu (Hampumep, Groq).

o HccnenoBanue Bo3MoOxkHOCTeM misi LLM ¢ 3KkcTpeManbHO HU3KOU
OuTHOCTRIO (Hampumep, 1-OutHbie wMozaenu Tuma BitNet), KkoTopbsle MOTYT
BBINIOJIHATBCSL C WCIIOJIb30BAHUEM IPEUMYILECTBEHHO OWMTOBBIX OIEpaluil BMECTO
JOPOrOCTOSIINX YMHOXEHHM.

d) KBanToBaHHe JJIs MOJeJIel C pacIIMPeHHOH MaMSATHIO/KOHTEKCTOM:

o OddexTuBHOEC KBAHTOBAHHUE HE TOJIKO BECOB, HO U MEXaHU3MOB Pa0OTHI C
JUIMHHBIMUA KOHTeKcTaMu (Harpumep, KV-kama B mogensx tuna StreamingL LM nim
BHEIIHUX MOJIyJICH aMsITH).

e) Teopernueckoe NOHUMAHUE U TAPAHTHH:

o Pa3pabotka TeopeTuueckoil 0a3bl, OOBIACHSIIONIEH, MOYEMY KBAaHTOBAaHUE
paboTaer, U KaKOBbI IIPEJIeIbl CXKaTUsl 0€3 OTepU CYIIECTBEHHOU MH(OpMauu AJis
Pa3JIMYHBIX apXUTEKTYP U 3a/a4.

f) ABTOMATH3aUSI U MOUCK ONTHMAJIBbHBIX CTPATerMd KBAHTOBAaHHUA
(AutoML for Quantization):
o) HpI/IMeHeHI/Ie TEXHUK aBTOMATHUYCCKOI'O MAIIWMHHOTO 06y‘{€HI/I}I pIRI |

MOMCKa ONTUMAalbHBIX KOH(HUrypalnuii KBaHTOBaHUSA (OMTHOCTH, pa3MepoOB OJIOKOB,
KaJIMOPOBOYHBIX MAPaMETPOB) ISl KOHKPETHOM MOJIEIH U LIETIEBOTO YCTPOMCTBA.

3akJiroueHue

KBanTOBaHuEe OOJBIIMX S3BIKOBBIX MOJIETEH 3BOJIIOIMOHMPOBATIO M3 MPOCTHIX
TEXHUK COKpaIleHUs OUTHOCTU B CIIOXHBIM HaOOp MHCTPYMEHTOB U METOJIOJIOTHIA,
MTO3BOJIIOIIMX CYIIECTBEHHO pacmupuTh npumeHuMoct LLM. CoBpeMmeHHBIE
noaxonabl, Bkirovas mpoaBunyTteie PTQ-metonbr (GPTQ, AWQ, SpQR), QAT u
rubpuaneie  pemenus (QLoRA), aeMOHCTpuUpYIOT BO3MOXHOCTH JOCTHXKEHUS
3¢ ()EKTUBHOTO KOMIIPOMHCCA MEXIY pa3MEpOM MOJENH, CKOPOCThIO MH(EpEeHca U
COXpaHEHUEM BBICOKOT'O KauecTBa renepaiuu. [lanpHeiiee pa3Butue 3Toil 00JIacTH,
BEPOSATHO, OyJIeT COCPEIOTOYEHO Ha CO3AaHMU Oojiee aJalTUBHBIX W amlmapaTHO-
OPUEHTHPOBAHHBIX CXEM KBAHTOBAHMS, pa3pabOTKE HAJEKHBIX METOIOB OLICHKHU
Jerpajaliu  KadecTBa W TIyOOKOW WHTETrpalid KBAHTOBAHUS C JIPYTUMU
napajurMaM OINTUMM3AIMN HEHPOHHBIX ceTei. Ycmexu B 00JacTh KBAHTOBAHUS
OTKPBIBAIOT MEPCIEKTUBBI [l HHHOBALIMI B pa3NuyHbIX cdepax npumeHeHust LLM,
CHOCOOCTBYSl MX JE€MOKpaTU3alluM W JOCTYINHOCTH JJIsi IIMPOKOrO Kpyra
uccienoBarenei, pa3pabOTUMKOB M KOHEUYHBIX MOJIb30BaTeleld, B TOM 4YHUCJIE Ha
YCTPOMCTBAX C OTPAHUYECHHBIMU PECYPCAMH.
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